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Abstract—Existing Stream Processing Engines (SPEs), de-
signed for scale-out in the cloud, often overlook the need for scale-
up performance on heterogeneous hardware. As a result, they
provide latency and throughput guarantees at the expense of high
overhead on system resources, for example, memory and CPU
usage. This over-provisioning is tolerable in cloud environments
where resources are generously available. However, it is detrimen-
tal for low-end devices that are becoming increasingly common
in today’s cloud-edge environments. In this paper, we present
the architecture of our adaptive and efficient multi-query stream
processing engine, which is the core of the open-source system
NebulaStream. Our engine is optimized for resource-constrained
devices and their special requirements. In particular, our engine
achieves better hardware utilization due to several key engine
design decisions: 1) a task-based execution model for multi-query,
scale-up execution based on an order-aware data flow model, 2)
work-stealing-aware operators using hardware-tailored code gen-
eration, 3) runtime compute caching, and 4) work-stealing-aware
state management. As a result, our novel engine outperforms
general-purpose systems by at least one order of magnitude,
executes hundreds of queries in parallel without performance
degradation, and seamlessly reacts to fluctuating ingestion rates.

I. INTRODUCTION

Over the last decades, the industry has widely adopted
stream processing systems to process real-time data [1–3].
Open-source Stream Processing Engines (SPEs), such as
Apache Flink [1], Kafka Streams [4], or Spark Streaming,
as well as managed services like Apache Beam / Google
Dataflow [5] and RisingWave [3], offer a broad set of
processing functionalities and enable nearly unlimited
scalability in the cloud. To handle the increasing data rates,
large-scale internet companies deploy SPEs at a massive
scale, processing up to terabytes per second [6].

Traditional state-of-the-art SPEs are designed for cloud
environments and rely on scale-out optimizations [7–9] to
achieve high performance. However, many design decisions
of today’s cloud-based SPEs must be re-examined to meet
the demands of upcoming massively parallel, heterogeneous,
and volatile cloud-edge environments [10–13]. In particular,
the degree of dynamism and the required demands on
computation efficiency are exacerbated if an SPE includes
volatile, low-end devices in its processing environment.
State-of-the-art SPEs are not designed for these special
demands due to two fundamental design limitations (DLs).
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DL1: Limited Runtime Adaptation. Today’s SPEs provide
only limited support for dynamic runtime adaptation. Thus,
users must either 1) stop and redeploy entire queries to adapt
to changing workload characteristics, failing nodes, or lost
connections, which can stall processing for seconds [14, 15],
or 2) over-provision resources to accommodate dynamic
workloads. While scalable cloud environments within a
data center can handle over-provisioning well, cloud-edge
environments with their fixed set of nodes in a massively
parallel, geo-spatial deployment in the field fall short on both
scalability and efficiency.

DL2: Limited Efficiency. Recent work has shown that
today’s SPEs do not fully leverage modern hardware [9].
This inefficiency is exacerbated in cloud-edge environments,
where processing is performed on low-end devices. As many
users are often interested in the same data, multiple queries
are deployed to them. Besides using query compilation to
better utilize modern hardware, scheduling large workloads
on low-end devices remains a challenge to avoid overloading
scarce resources. Today’s SPEs focus on executing individual
queries in isolation on dedicated clusters to mitigate any
performance bottleneck that may result from one query
impacting another [16]. While this resource-intensive
approach is practical in cloud environments, it falls short in
resource-constrained cloud-edge environments.

These design limitations constitute fundamental bottlenecks
for current SPEs, specifically a lack of limited runtime
adaptation (DL1) and limited efficiency (DL2). From a
system architecture perspective, the underlying problem is
the static work-to-resource assignment used by current SPEs,
which inherently introduces load imbalances for dynamic
workloads involving multiple queries and fluctuating ingestion
rates. One solution to cope with these imbalances is to switch
to a dynamic work-to-resource assignment, which employs
a task-based execution model [17–19]. In a task-based
processing model, the workload is divided into tasks that
are processed in parallel. In particular, sources, sinks, and
operators concurrently produce and process tasks across
different pipelines and queries. As a result, the assignment
of work to resources is determined dynamically during
runtime based on the actual system load and dynamics. This
dynamic assignment addresses the inherent uncertainty in
static resource allocation and the resulting over-provisioning.



However, this model is often avoided when systems have
strict requirements on execution order, as it introduces non-
deterministic behavior that can lead to unordered execution.
As a result, no state-of-the-art, production-ready SPE employs
this model, and only some research prototypes [20–22] have
investigated some partial aspects. However, utilizing a task-
based processing model for general-purpose stream processing
requires tackling the following inherent challenges (C).

C1: Efficient order-sensitive operators for non-
deterministic execution. In contrast to traditional relational
operators, stateful stream processing operators, such as
window joins and aggregations, must handle the infinite
nature of streams. These stateful operators discretize a stream
into subsets of tuples to perform joins or aggregations over
the subsets [23, 24] by establishing an order based on ingestio
, or event time. The challenge for a dynamic, multi-query SPE
is to produce correct, deterministic results, even if records
arrive late or out of order, without incurring a significant
performance penalty by reordering or replaying the incoming
data (DL1-2). This challenge fundamentally contradicts the
non-deterministic behavior of task-based execution, as the
assignment of work to resources is not deterministic. Existing
research prototypes cannot produce deterministic results in
the presence of late or out-of-order records [21, 22], as they
focus on handling ingestion out-of-order, rather than runtime
out-of-order. In addition, mature SPEs avoid this model and
use the less efficient static resource-assignment model.

C2: Fair and dynamic resource assignment for non-
deterministic execution. Given the dynamic nature of
long-running queries, SPEs must fairly and dynamically
distribute resources both within and across queries (DL1-2) to
ensure progress. However, balancing load across streams and
queries risks imbalances, leading to either wasted resources
or backpressure and latency. Choosing a fair assignment
across streams and queries is inherently vulnerable to load
imbalances and can have detrimental consequences, resulting
in unnecessary costs, backpressure, and increased latency. A
work-stealing, task-based execution model must ensure that
any selected task can execute immediately, with all required
resources available to avoid stalls or inefficiencies. Addition-
ally, any task-based model must ensure that no stream or query
(DL1) dominates query processing, especially those with high
ingestion rates that could overwhelm the system with tasks.

C3: Efficient Task Execution. In a work-stealing, task-
based execution engine, efficient task execution is crucial, as it
significantly impacts performance (DL2). Additionally, there
is no partitioning in a work-stealing execution engine, leading
to non-deterministic state access and requiring efficient
inter-thread synchronization. Furthermore, by tackling multi-
query execution, there is no guarantee that all threads will
participate in every query, and thus, simple solutions fall
short. As a result, the state storage and its synchronization
mechanism must be implemented with care to avoid removing
any performance gain from query compilation [25, 26] (DL2).
However, mature SPEs focus on executing queries in
isolation. Thus, their state management does not account for

multi-threaded non-deterministic state access, while the only
compilation-based research prototype omits stream joins [21].

Contributions. To tackle those challenges, we propose a
dynamic, highly efficient execution engine that extends the
work-stealing, task-based execution model to general-purpose
SPEs. Our engine explicitly accounts for the non-determinism
inherent in task-based execution, ensuring robust performance
even under unpredictable workload fluctuations. It leverages
modern hardware capabilities while guaranteeing fairness for
concurrent queries. In summary, our contributions are:

• We propose an architecture and integrate it in
NebulaStream [10]1, which, as a result, supports various
stream processing operators in a dynamic environment
where records arrive late or out-of-order (Section III).

• We propose our order-aware dataflow model (Section IV)
that enables order-sensitive operators to handle out-
of-order records correctly for ingestion and runtime
out-of-order (C1), while ensuring efficient inter-query
fairness and progression across concurrent queries (C2).

• We describe our efficient work-stealing-aware operator
model (Section V) that leverages runtime compute
caching and efficient state management to fully utilize
modern hardware capabilities (C3).

• We evaluate our novel execution engine (Section VI) on
a broad set of benchmarks to showcase the strengths of
our task-based work-stealing execution engine, achieving
a speedup of up to 800× to Apache Flink.

We provide a discussion of related work (Section VII) and
outline our conclusion (Section VIII).

II. BACKGROUND

In this section, we provide definitions in Section II-A,
an overview of streaming systems in Section II-B, and an
overview of query execution in SPEs in Section II-C.

A. Definitions

We follow the definition of Carbone et al. [27] and define a
data stream s as a sequence of records and denote, si=s(i) as
the ith element in s and s([a,b])=s(R)={si|i∈R} as a sub-
stream of s. Furthermore, each record consists of attributes,
i.e., ri:⟨namei,typei⟩. A window is a finite set of tuples over
a data stream that performs joins or aggregations over infinite
data streams. The two main time semantics are ingestion
time and event time. With ingestion time, an SPE assigns a
timestamp when a tuple enters the system. In contrast, event
time semantics require tuples to carry their own timestamp.

B. Stream Processing Systems

SPEs perform long-running queries on continuous,
unbounded data streams. Compared to batch processing
systems that pull data on demand, SPEs have to provide
near real-time processing guarantees on input streams with
fluctuating data rates. To process large volumes of fast data,
two strategies for parallel execution have emerged. On the

1https://github.com/keyseven123/engine-statemanagement-paper/tree/
feature/engine-paper



one hand, scale-out SPEs (e.g., Apache Flink [1], Apache
Spark [28], or Apache Storm [29]) optimize query execution
for shared-nothing architectures by applying a distributed
producer-consumer pattern. To this end, they partition data on
the producer side and shuffle it across consumers using queues.
On the other hand, scale-up SPEs (e.g., Streambox [30],
Trill [31], Saber [32], or Grizzly [22]) optimize query
execution for single-node, multi-core architectures by sharing
data among operators in main memory.

C. Query Execution in SPEs

To execute a streaming query, SPEs must select a query
execution strategy and a parallelization strategy.

Query Execution Strategies. Current SPEs base their exe-
cution strategy either on micro-batching or pipelining/tuple-at-
a-time processing [33–37]. Micro-batching SPEs split streams
into finite data chunks (batches) and process them in parallel.
SPEs using micro-batching are Spark [38], Trident [39], or
Saber [32]. On the other hand, a pipelining/tuple-at-a-time
SPE uses a processing model that executes data-parallel
pipelines consisting of stream transformations. To this end,
operators receive individual records and continuously produce
output records. Recently, research prototypes have proposed
query compilation [21, 22, 25, 26, 40], in addition to tuple-at-
a-time, which compiles queries at runtime into machine code,
rather than vectorized execution [26]. Query compilation
enables the data processing engine to achieve high execution
performance, albeit with an initial compilation-time overhead.

Parallelization Strategies. Today’s systems employ two
primary parallelization strategies: work-dealing (static shard
assignment to workers, but prone to skew) and work-stealing
(dynamic work distribution via a central pool). In the context
of streaming systems, recent work [9, 41] demonstrates the
advantages of the work-stealing strategy and proposes late
and global merge as two alternative strategies for distributing
work without first applying partitioning. Late merge processes
the full records from the entire key domain locally, producing
preliminary results that require a final merge step. In
contrast, global merge directly merges its results into a global
structure, e.g., a global hash table, avoiding post-processing
but potentially increasing concurrency overhead.

III. NEBULASTREAM’S ENGINE OVERVIEW

In this section, we present our foundational design goals
in Section III-A, describe our engine model in Section III-B,
present the query life cycle in Section III-C, and describe the
integration into the NebulaStream system in Section III-D.

A. Design Goals

Based on the previously discussed DLs of current SPEs
and their challenges, we formulate the following three design
goals (DG) as the foundation for our dynamic, multi-query
execution engine architecture in NebulaStream. We use the
term engine to refer to all components necessary to execute
a physical DAG of sources, operators, and sinks.

DG1: Supporting Fluctuating Workloads. Stream
processing workloads are highly unpredictable [22] as their
ingestion rates and data characteristics may change over
the long lifetime of a query. Queries experiencing higher
ingestion rates should be able to allocate more resources to
sustain their throughput and avoid bottlenecks. In contrast,
queries with low ingestion rates should not hoard unused
resources to optimize engine efficiency and prevent waste.
However, our engine must incorporate a throttling mechanism
that prevents any single query with higher ingestion rates from
overwhelming and dominating the execution, thereby allowing
other queries to progress. We propose a novel inter-query
fairness approach (Section IV-C) that relies solely on our
implicit engine’s thread and memory management, rather than
a dedicated resource scheduler. Our approach enables threads
to efficiently allocate memory for currently processing tasks,
while ensuring that no query dominates the engine.

DG2: Supporting Concurrent Queries. Many stream
processing applications deploy numerous queries [11] from di-
verse domains. Thus, our engine must seamlessly support con-
current queries without a performance degradation, while still
providing correct results across multiple queries. In a work-
stealing, task-based engine, the execution order of tasks is non-
deterministic. Therefore, we cannot assume that watermarks
arrive in order or that all threads will receive a watermark for
every query. Our order-aware dataflow model (Section IV)
addresses this by introducing a novel intra-query progress
mechanism that establishes a happened-before relationship
among individual tasks. Thus, our execution engine supports
concurrent queries seamlessly while providing accurate results.

DG3: Maximizing Resource Utilization. Efficient resource
utilization is of utmost importance, as it directly impacts the la-
tency and throughput of any SPE. Query compilation [25, 26]
enables the generation of hardware-tailored code to fully lever-
age diverse, modern hardware capabilities, resulting in tight
loops over the input data. Research has shown that optimal per-
formance can be achieved when the processing thread remains
in a tight loop [26]. This contradicts our non-deterministic,
task-based execution engine, as threads can concurrently build,
trigger, or delete different windows, requiring synchronization
to maintain a consistent state. To keep the performance advan-
tage of query compilation, our work-stealing-aware operator
(Section V) is designed with this non-determinism in mind.
Furthermore, we introduce runtime compute caching to reduce
the number of synchronizations required (Section V-B2). Thus,
our engine fully utilizes available hardware resources.

B. Engine Model Description

Data Model. Data is represented as logical streams similar
to a relational schema and represents streaming data from a
specific logical domain according to a particular record defini-
tion. Each logical stream consists of one or more physical par-
titions, which may receive data from different sources. For ex-
ample, a logical stream could combine data from a Kafka topic
and a TCP stream if they share the same schema. This decou-
ples the data and query definition from the physical execution.



Fig. 1: Query Life-Cycle in NebulaStream.

Query Model. We model streaming queries as directed
acyclic graphs (DAGs). We differentiate between logical
DAGs, representing the logical query plan, and physical
DAGs, representing the physical executable query plan. In
both DAGs, vertices represent operators, and edges define a
data-dependency relation between operators. Vertices in the
logical DAG have up to two logical input edges and one
output edge, whereas each physical vertex has an arbitrary
number of input and output edges. Finally, each physical
query plan must have at least one source and one sink
operator, each representing a unique vertex with no inbound
or outbound edges, respectively.

Operator Model. We model stream processing operators
to receive input records and produce zero to many output
records per input record. Operators are either stateful or
stateless, with some stateful operators also being order-aware,
e.g., aggregation or join. Order-aware operators must maintain
an internal state to discretize the data stream into windows
that they update with each input record.

Time Model. One unique characteristic of stream
processing workloads is the temporal correlation of records in
windows. A window operator discretizes a data stream s into
a sequence of potentially overlapping windows wi=s([bi,ei]).
To this end, we distinguish between ingestion time and event
time to define how events should be correlated for order-aware
operators, such as windowed aggregations and joins. Note
that ingestion and event-time require handling out-of-order
records to ensure deterministic results. Our engine currently
supports time- and count-based sliding/tumbling windows,
but is extensible to arbitrary window types.

C. Query Life Cycle

In Figure 1, we illustrate the life-cycle of a query.
1) Query Submission: In the first phase 1 , our engine

receives one or more optimized logical query plans for
execution. These queries originate from an external/central
coordinator responsible for query creation and orchestration.

2) Query Compilation: In the second phase 2 , NebulaS-
tream’s engine compiles logical queries into executable query
plans. The query compiler segments the query plan into a DAG
of executable pipelines, where each pipeline culminates in a
stateful operator, such as a windowed aggregation or join, that
demands materialization. Our engine follows a data-centric

processing model within a pipeline and fuses non-blocking op-
erators, e.g., map or filter, to avoid intermediate data material-
ization [26]. Finally, the query compiler [42] generates a code
fragment for each pipeline and compiles it into an executable
pipeline function. As a result, our engine translates generic
stream processing queries into efficient executable query plans.

3) Query Execution: In the last phase 3 , the compiler
deploys the executable query plan to the work-stealing,
task-based execution engine. This phase involves registering
pipelines with the execution manager and initializing all data
sources and sinks for external systems, such as Kafka or
MQTT. At runtime, if data sources receive incoming records,
they encapsulate them into tasks along with the processing
pipeline and push them into a task queue. The task queue is
shared among all running queries 3a , and each worker thread
(T1, T2, . . . , Tn) dequeues the next task from the queue 3b ,
executes the task, modifies the state, and eventually emits
result records, for example, if a window ends. Depending
on the position of the pipeline inside the executable query
plan, tasks either emit result records to a data sink 3c
or enqueue them again into the task queue for further
processing of the next pipeline 3d . In general, our execution
engine avoids static resource assignment, enabling it to scale
dynamically with changing demands from concurrent queries
and fluctuating ingestion rates.

In summary, our architecture leverages a work-stealing,
task-based execution model to handle fluctuating workloads
(DG1), support concurrent queries (DG2), and efficiently
uses modern hardware (DG3).

D. Integration into Distributed NebulaStream

NebulaStream is a distributed stream processing system for
cloud-edge environments. It consists of a central coordinator
responsible for query parsing, optimization, subquery plan
creation, and subquery plan orchestration [10, 15]. The
engine we propose in this paper is part of the worker hosted
on every node and is responsible for executing multiple
sub-query plans assigned to it (see Section III-C). Our
order-aware dataflow concept supports distributed query plans
across multiple nodes and thus is independent of the number
of nodes on which the query is executed. Even though
we propose a highly dynamic engine, our engine supports
synchronization points and buffering, which are essential
for checkpointing and recovery. Kozar et al. [43] implement
a holistic fault-tolerance placement on top of our dynamic
engine that accounts for used resources and reliability when
deciding where to place upstream backups. Additionally,
Chaudhary et al. [44] perform query migration by deploying
ad-hoc queries and extending our operator state to support
reading and writing from external queries. Furthermore, recent
work extends NebulaStream with novel optimizations [11, 15],
efficient placement of decomposable aggregations [45], and
query compilation [25]. All of this work uses the novel
engine we propose in this paper to advance the functionality
of NebulaStream and describes in detail how our dynamic
engine design influenced their approach.



IV. AN ORDER-AWARE DATAFLOW MODEL

Using a task-based execution model presents the following
unique challenges: 1) infinite data streams, 2) order-sensitive
operators, and 3) non-deterministic task execution. In current
static work assignment models (Apache Flink, Spark, or
Beam), state is maintained per key, and incoming data tuples
are partitioned deterministically. This allows the execution
engine to assume that watermarks arrive in logical order, e.g.,
once wt1 is processed, no earlier watermark wt0 will follow.
However, in our work-stealing task-based execution engine,
this assumption no longer holds due to the non-deterministic
order of task executions. Tasks may be picked up out of
sequence, risking late-arriving watermarks that disrupt event-
time semantics and require additional mechanisms to maintain
correctness. We define this problem as the intra-pipeline order
problem. Furthermore, without static assignment, our dataflow
model must prevent any single query from dominating
execution by overwhelming the task queue with an excessive
volume of tasks, which could otherwise starve other queries
of resources. To tackle these challenges, we propose an
order-aware data flow model that extends the traditional data
flow models [33, 46] to a task-based execution engine.

A. Order-aware Dataflow Model Components

Our model receives a DAG of executable pipelines from
the compiler for each query and coordinates task execution.
Figure 2 illustrated the following components: Pipelines,
Tasks, the Task Queue, and the Executor.

Pipelines encapsulate the processing logic of one or more
operators. Each pipeline receives data from 1...n predecessors
(sources or pipelines) and produces data for 1...n successors
(sinks or pipelines). Tasks encapsulate work (a compiled
pipeline) and data (a buffer containing data). The Task
Queue is a FIFO multi-producer, multi-consumer queue
shared across concurrent queries that stores in-flight tasks.
The (Worker) Threads pick and execute tasks from the task
queue. Once a task has been processed, the thread creates
new tasks for successor pipelines, which are stored in the
query manager until they emit data to a sink.

B. Progress Tracking for Correctness.

To ensure correctness in dataflow streaming computations,
current SPEs use work dealing and partitioning. These
systems guarantee in-order processing by partitioning data by
a key and assigning partitions to dedicated processing threads.
The main disadvantage of partitioning and static assignment
is their vulnerability to skew and load imbalances. In contrast,
our task-based architecture uses work-stealing scheduling
to dynamically cope with skew and load imbalances.
However, it also introduces out-of-order task execution and
a non-deterministic execution order. To ensure correctness, a
task-based engine must enable operators to reason about the
order of tasks to ensure deterministic progress. We adapt the
general idea of punctuation [47, 48] to a task-based execution
engine by combining it with the concepts of watermarks,
sequence, and chunk numbers. Our proposed order-aware

dataflow model supports distributed query plans across
multiple nodes without assuming a fixed pipeline location
and thus is independent of the number of nodes on which
the query is executed. To enable work stealing while also
ensuring correctness, we first analyze the problem of progress
tracking, i.e., the intra-pipeline ordering problem.

Intra-pipeline Ordering Problem. In a task-based
execution model, consider a data source that produces tasks a
and b where all records in a carry timestamps smaller than the
timestamps of the records in b. Furthermore, assume that a
pipeline processes both tasks and that task b triggers emitting
a window. At runtime, it may happen that b is executed before
a, due to the non-deterministic execution order. In this case,
b may trigger an in-flight window, even though this window
does not contain the data from a. This premature triggering
would result in incorrect, non-deterministic output results.
The same issue occurs with multiple sources, requiring the
capture of causal dependencies among records from numerous
streams that are processed out of order.

Intra-pipeline Progress Tracking. To address the intra-
pipeline ordering problem in a task-based execution model,
we propose a novel intra-query progress tracking mechanism
that utilizes a lightweight punctuation-based approach to
establish a happened-before relationship among individual
tasks. The mechanism tracks the buffer order and allows
reasoning about progress based on time for every window
operator. In particular, it helps to determine which windows to
trigger and which are still awaiting tuples. To this end, each
data source has a unique source id (sid) to track its buffers
through the processing across different pipelines. For each
buffer, a data source adds its sid, a monotonically increasing
sequence number (sqri), and a watermark timestamp wts as
metadata, which creates a metadata triple of ⟨sqr,wts,sid⟩.

The underlying data structure is a monotonic-sequence-
queue, which maintains a log of ⟨sqr,wts⟩ pairs and yields the
value of maximum sqri for which all values with sqr1...i−1

have been inserted. In Figure 3, we illustrate the queue
and its functionality with an example. Initially, the queue
contains all values for sqr1...6 with the exception of sqr4.
Thus, the queue yields 25 from sqr3 as the current value (see
1 Figure 3). Eventually, a value for sqr4 arrives (see 2 ),

increasing the current value to 55 from sqr6 (see 3 ).
To determine if a window can be triggered, a window

operator maintains one queue per incoming data stream, for ex-
ample, two queues for a window-based join or a single queue
for a window-based aggregation. For each buffer, the window
operator takes the metadata (⟨sqr,wts, sid⟩) and inserts the
⟨sqr,wts⟩ into the corresponding queue belonging to the sid.
After updating the queue, the window operator retrieves the
current watermark timestamp across its origin queues and
triggers all windows with a window endts<wtscurr.

Buffer Overflow. Due to our dynamic execution, pipelines
can be executed in any arbitrary order. To reduce synchro-
nization points, each worker thread emits output buffers
directly. Thus, a buffer with a higher sequence number might
have already been emitted, while a pipeline has not processed



Fig. 2: Order-aware Dataflow Model. Fig. 3: Intra-query progress tracking. Fig. 4: Intra-query slice removal tracking.

a smaller sequence number. During pipeline execution, if the
output size exceeds the input size, multiple output buffers may
be produced. For example, a window join may produce more
output tuples than can fit into a single buffer. To support these
buffer overflows, our dataflow model requires a mechanism to
track the number of buffers with the same sequence number.
To this end, we extend the concept of sequence numbers by
a chunk number and last chunk flag. To determine whether
our engine has seen all chunks for a given sequence number,
it counts the seen chunks and compares this count with the
chunk number of the chunk with the last flag set.

As a result, by leveraging our novel intra-query progress-
tracking mechanism, our engine can process tasks in arbitrary
order while guaranteeing correct, deterministic results, even
when streams are ingested and executed out of order.

C. Inter-Query Fairness

An essential requirement of a task-based engine is to
ensure that concurrent queries can progress regardless of their
input data rates, with resources shared fairly across queries.
Thus, we introduce an anti-back-pressure mechanism that
performs dynamic load balancing across data streams, relying
solely on our thread and memory management.

Thread Management. We introduce two thread pools, i.e.,
the worker-pool and the I/O-pool. Threads in the worker pool
execute tasks on pipelines, whereas threads in the I/O-pool
are responsible for data ingestion into the system. To this end,
an I/O thread reads incoming data and physically discretizes
it into fixed-size buffers. As soon as the buffer is full or a
timeout occurs, an I/O thread adds one task to the task queue
for each pipeline. In contrast, a worker thread dequeues a task
from the queue, invokes the pipeline logic on the buffer, and
produces either a new task or emits output tuples to a sink.

Memory Management. Data buffers encapsulate a
sequence of records and play a central role in our architecture.
In particular, data buffers restrict the number of tasks each
data source can push through the system. In essence, they are
the only way a data source can allocate memory for incoming
data. We create two buffer pools to manage individual buffers.
The Global Buffer Pool is the central pool that pre-allocates
memory in the form of buffers. It limits the overall number of
buffers in the engine and thus, it determines the upper bound
of memory requirements. Buffers in the global buffer pool
are assigned to Source Buffer Pools (SBP) when the engine
starts. Every I/O thread in the system has its exclusive buffer
pool from which it retrieves buffers. The SBP represents
a fixed-sized pool without any possibility of allocating
additional buffers at runtime. The main reason is to prevent

fast sources from exhausting all buffers in the global pool,
stalling the entire system as no component would be able
to make progress. Furthermore, the number of buffers given
to all sources in the system also represents an estimated
maximum number of tasks that can be put in the processing
queue at the same time. Thus, it represents a knob to regulate
the processing speed and is a form of back-pressure handling.

As a result, NebulaStream’s engine ensures inter-query fair-
ness regardless of the source’s input data rate, achieving fair-
ness solely through its memory and thread management. This
resource management presents a novel approach to inter-query
fairness. Unlike traditional models that rely on static rules
or prioritization, our novel model uses resource-throttling to
prevent any single query from dominating execution. Together
with work-stealing, our approach automatically balances work-
loads, ensuring fair access to compute and memory resources.

Even though we choose to define fair as every query having
the same priority, nothing in our architecture would hinder the
support of priority-aware or SLO-aware scheduling policies.
One idea is to have multiple task queues, one for each priority
level. Worker threads would then need to switch between
queues in priority order, from highest to lowest. Alternatively,
a single priority queue could be used, but this would
limit performance in normal operations without priorities. In
general, SLO- and priority-aware scheduling is possible within
the proposed engine, but it may incur additional overhead.

V. A WORK-STEALING-AWARE OPERATOR MODEL

Efficient stateful operator execution and state access are
critical for SPE performance, but the non-determinism of
work-stealing introduces challenges. Concurrent window
operations (build/trigger/delete) require synchronization to
prevent race conditions and to ensure a consistent state,
while state deletion must avoid pending state references.
Our work-stealing-aware operator model addresses these
challenges, as detailed in Section V-A for efficient operator
code and in Section V-B for operator state.

A. Efficient Work-Stealing Aware Operator Code

During window construction, each worker thread receives
input records from a tuple buffer and assigns each record
to a thread-local state, either by ingestion or event-time. To
reduce the memory footprint of sliding windows, our operator
employs stream slicing, which stores data in non-overlapping
chunks [49]. Each record’s assignment involves locating the
corresponding slice in the global slice state and invoking a
data-structure-specific insertion function. For example, for a
hash join, the key is hashed, and the corresponding record is



inserted into the correct bucket. After all records of a tuple
buffer are added to their respective slices, each worker thread
uses a punctuation mechanism (see Section IV-B) to check
if any window can be triggered. If triggerable windows exist,
the thread combines all local slice states and slices into tasks,
emitting a probe task for each window.

Because there is no guarantee of the order in which trigger
tasks are picked up, the worker thread must add the same
metadata described in Section IV-B for our intra-pipeline
progress tracking to the task for two reasons. First, subsequent
operators need to be aware of the progress of the order-aware
operator’s output stream. Second, the engine needs to know
when worker threads can delete slices to reduce memory
consumption for our operator, which our engine also uses
through the progress tracking described in Section IV-B.

Figure 4 depicts an example, consisting of pairs of
⟨sqr, window endts⟩. For example, after the first three
items 1 have been processed, we can delete every slice with
an end timestamp less than 15, as we have seen all sequence
numbers, including two. Once the first six items 2 have been
processed, every slice with an end timestamp less than 55 can
be deleted, as all sequence numbers till six have been seen.

Depending on the order-aware operator, the worker
thread performs specific steps before emitting results. For
window-based aggregation, it combines pre-aggregates, and
for window-based join, it identifies matches. Similar to the
build phase, the probe updates its watermark and checks if
the output stream has progressed far enough to delete slices
and return buffers to the global buffer manager.

B. Efficient Work-Stealing Operator State

The infinite nature of streaming queries (concurrent
execution of build and probe) and our task-based
engine’s non-deterministic execution requires careful state
management. Our work-stealing-aware operator state thus
ensures thread-safe slice addition and deletion, all while
keeping synchronization overhead to a minimum.

1) Window Store: In recent years, state-of-the-art research
has proposed different window stores approaches [9, 22, 49–
52]. These approaches do not account for the non-deterministic
execution inherent in our task-based execution engine.
We propose a novel window store, based on stream
slicing [49, 50], that supports efficient accesses for multi-
query workloads in a work-stealing, task-based execution
engine. Our window store maintains all necessary information
to support arbitrary window-based operators and windows. It
contains the following components:

• Slice Assigner: assigns tuples to their respective slice.
For a time-based slice, this assignment computes the
start and end timestamps of the slice into which the
tuple should be inserted.

• Slice Storage: stores pairs of Slice Identifier, Pointer to
Data to quickly access a particular slice. Since slices are
non-overlapping, we can use the start or end timestamp
of a slice to quickly locate it.

Fig. 5: Interaction of an operator being executed by a thread
with the window store with and without a slice cache.

• Window Storage: stores the mapping of what slices
belong to what windows, WindowInfo, Pointer to Slices.
Our engine uses WindowInfo to check whether a given
window has finished building its state, so a worker
thread can trigger the window.

To ensure correctness, we must synchronize access to the
underlying components, as updates (insertions or deletions)
to the window and slice storage must be reflected across all
threads. To minimize synchronization, we lock only the data
structures required for the current access. During the build
phase, we require access to the slice storage and, if the slice
does not already exist, to the window storage. During the final
triggering step, we solely require access to the slice storage.
Therefore, we lock only the slice storage, not the other two
data structures mentioned. Nonetheless, this still entails a large
number of lock operations, as every thread needs access to the
window store, reducing the performance of our operator state.

2) Runtime Compute Caching for Query Compilation:
Our engine uses query compilation to create highly special-
ized machine code, resulting in tight loops over the input
data [42]. Research has shown that optimal performance can
be achieved when the processing thread remains in a tight
loop [26]. However, accessing global data structures, such as
join or aggregation states, requires the instruction stream to
exit the loop to call pre-compiled functions, which reduces
performance. To mitigate a performance penalty in leaving
these tight loops, we introduce the concept of runtime compute
caching. The intuition is as follows. As any thread traverses
the input buffer tuple-by-tuple in the loop, much information
does not or only seldom change for every consecutive tuple.
Consider the example of the window store, where two different
steps require access to the window store. First, the thread
must search for a slice that already exists for the given tuple.
Second, if no slice exists, the thread must create a new slice
and insert it into the slice storage, as well as update the
window information in the window storage. This step must
be done exactly once, as each slice gets created only once
during its lifetime. Additionally, the insertion must be reflected
in the window state, as other threads need to know that the
slice has already been created. The idea is that we store a
subset of slices in a thread-local cache, and thus, we might not
have to check the global window store for every access (see
Figure 5 for a visualization). As a result, we reduce the number
of accesses to the global window store. This concept can be
extended to more cases that follow this pattern, such as caching
the watermark or the pointer to commonly used data structures.
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Fig. 6: End-to-End Benchmark System Comparison.

VI. EVALUATION

We integrate our execution engine into the open-source SPE
NebulaStream and evaluate its performance. First, we present
our experimental setup in Section VI-A, followed by a compar-
ison of our work against multiple systems for a wide range of
end-to-end benchmarks in Section VI-B. Third, we investigate
multi-query scaling for fixed (Section VI-D1) and fluctuating
ingestion rates (Section VI-D2). Finally, we benchmark our
engine across different heterogeneous devices in Section VI-E.

A. Experimental Setup

Hardware and Software. We conduct all experiments
on an Intel(R) Core(TM) i9-14900K processor with a base
frequency of 3.2 GHz and 24 physical cores, comprising
eight performance cores and 16 efficiency cores, which
allows for a total of 24 threads. The test system consists of
128 GB of main memory and runs Ubuntu 24.04 LTS. The
C++ implementations are compiled with Clang 19 and the
O3 optimization flag, along with the mtune flags. Unless
otherwise stated, we load the data directly from memory to
mitigate I/O bottlenecks and set the buffer size to 1MiB,
which shows the best balance between performance and
efficient space usage in our experiments.

Workloads. We use a wide variety of workloads from the
following different application scenarios: 1) anomaly detection
in smart grids (SG) [53], 2) toll collection on roads (Linear
Road Benchmark (LRB) [54]), 3) real-word advertisement ap-
plication (Yahoo Streaming Benchmark (YSB) [55]), 4) moni-
toring scenario with an event trace generated by manufacturing
equipment sensors (Sensor Monitoring (MA) [56]), and 5) four
queries from the NEXMark benchmark (NM) [57] suite with
one slight adaption for the NM8 query where we swapped the
person stream with the bid stream, which we call NM8 (Vari-
ant) to evaluate a join containing no variable sized data.

These queries cover a wide range of different query
workloads such as tumbling (YSB, NM8) and sliding windows
(LRB1, LRB2, MA, SG1, SG2, SG3, NM5), global (SG1,
MA) and keyed windows (LRB1, LRB2, SG2, SG3), different
aggregation functions like SUM (YSB), AVG (LRB1, MA(3x),
SG1), MAX (NM5) and COUNT (LRB2), different operations
like filter (LRB1, YSB, NM2), map (LRB1, LRB2,
textitMA, SG1, SG2, SG3, NM1), and join (NM5 and NM8),
as well as a wide range of data types such as integers (LRB1,
LRB2, MA, SG1, SG2, SG3, NM2, NM5, NM8), floating
points (LRB1, LRB2, NM1, SG3), and strings (YSB, NM8).

B. System Comparison
In Figure 6, we compare NebulaStream’s execution engine

with state-of-the-art SPEs, i.e., Flink [1] (v2.0.0), Apache
Spark [2] (v3.5.0) and a scale-up prototype Lightsaber. Please
note that Lightsaber is specifically optimized for windowed
aggregation and lacks built-in support for string data types. In
contrast, our engine not only supports a wide range of common
stream operators, such as joins, but also accommodates data
types that are less commonly supported in prototypes, i.e.,
strings. This broader scope underscores NebulaStream’s
greater generalizability compared to Lightsaber’s more
specialized focus. First, we evaluate the performance of the
workloads described in Section VI-A on both systems in
Section VI-B1, followed by an assessment of the scalability
of the representative SPEs in Section VI-B2.

1) Full Benchmark Evaluation: In this experiment, we
investigate the end-to-end performance using all 24 cores of
the node.

Results. In Figure 6, we compare the systems running the
end-to-end queries.

LRB1 and LRB2 both apply a keyed sliding window on three
attributes with different state sizes. The window size of LRB1
is 10× larger than that of LRB2, resulting in a throughput
difference for Flink. In particular, these queries show that the
state size does not affect the performance of NebulaStream,
Lightsaber, or Spark. We measure a speedup of 11×, 874×,
and 31888× for LRB1 NebulaStream compared to Lightsaber,
Flink, and Spark. With the speedup for LRB2 being 4.6×,
48.2×, 6645× compared to Lightsaber, Flink, and Spark.

MA applies three different aggregation functions across a
global sliding window. We observe that our engine yields
a 49× and 1245× speedup compared to Flink, and Spark.
Despite space constraints preventing a detailed plot, we run
MA with different slice sizes and see that the throughput
increases linearly with larger slice sizes. Both SG queries
differ in their window types, global for SG1 and key-by for
SG2 and SG3, as well as in their window sizes, where the
window size in SG2 is roughly 28× smaller than that in SG3.
Furthermore, SG1 and SG3 have a significantly larger number
of concurrent windows compared to LRB1, LRB2, or MA.
We do not observe any performance penalty associated with
large window sizes or the number of concurrent windows
for our engine, compared to Flink. Resulting in speedups for
NebulaStream compared to Flink of 264× for SG1, 37× for
SG2, and 211× for SG3 and for NebulaStream compared to
Spark of 728× for SG1, 3412× for SG2, and 474× for SG3.

Comparing our engine to Lightsaber, we observe a similar
throughput for SG2 and SG3. For SG1, we observe a 25.6×
speedup for Lightsaber and attribute this to Lightsaber’s
parallel aggregation tree (PAT). Please note that Lightsaber
is a highly specialized prototype, not a full system, and
that we could integrate its PAT into NebulaStream as future
work to further investigate its pros and cons. NM1 and
NM2 are pure stateless queries containing a map and filter
operator, respectively. The difference in throughput between
NM1 and NM2 stems from the filtering, resulting in a
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Fig. 7: Scalability on multiple end-to-end workloads.

reduced number of tuples to be emitted. However, across
both queries, NebulaStream outperforms Flink significantly
by 87× and 225× and outperforms Spark significantly by
3138× and 8557×. NM5 and NM8 are stateful queries that
contain two aggregations (NM5) and joins (NM5, NM8, and
NM8 Variant) across two streams. Our engine outperforms
Flink by 54×, 8.6×, and 14.7× for NM5, NM8, and NM8
Variant, respectively. Additionally, it outperforms Spark by
19072×, 512×, and 848× for NM5, NM8, and NM8 Variant,
respectively. Both queries indicate that NebulaStream’s string
join performance requires further optimization.

Finally, we demonstrate that our engine outperforms
Flink by almost two orders of magnitude for the YSB query
and 12530× compared to Spark, which involves a count
aggregation over a string key.

Summary. This experiment shows that our execution
engine outperforms Flink and Spark across a wide range of
operators, window types, and data types, while outperforming
or showing similar performance to LightSaber, a scale-up
prototype. We attribute part of the speedup to work-stealing
vs. work-dealing, with additional factors including operator
fusion, thread-local late merging, and query compilation with
runtime caching as an additional optimization. We refer to
Zeuch et al. [9] for more details.

2) Scalability: In this experiment, we investigate our exe-
cution engine’s scalability over a subset of the workloads from
Section VI-A. We choose 1) YSB as a tumbling window query
over strings, 2) SG2 as keyed sliding window query calculating
the average with a small slide factor, 3) SG3 as a variant of
SG2 but with less concurrent windows and smaller window
sizes, 4) NM1 as a map query, 5) NM5 as a query containing a
join after two aggregations, 6) and NM8 as a single join query.

Results. As shown in Figure 7 (please note the different
y-axis scales), NebulaStream’s engine scales linearly across
different numbers of threads for all queries, except for NM1
and NM5. The NM1 query performs a map operation with
low computational cost, specifically multiplication followed
by division on a single attribute. By using operator fusion
and query compilation, the bottleneck shifts to components
other than pipeline execution, i.e., buffer acquisition and task
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Fig. 8: Cache hit rates and throughput for different cache
replacement strategies and cache sizes.

queue interactions. Both steps require some synchronization,
so there is no further speedup beyond eight threads. Possible
improvements include increasing the task size or overwriting
the input buffer, rather than allocating a new one. In contrast,
the NM5 query contains three window aggregations over two
incoming streams, followed by a join operation. The join con-
sists of small windows, usually a couple of tuples, resulting in
bottlenecks similar to those for the NM1 query, i.e., task queue
interaction and output buffer acquisition. Across all queries,
we observe that Flink does scale linearly with the number of
threads, except for YSB and NM1. For YSB, we attribute this
to the key-by being a string, as we do see a speedup for SG2
and SG3, which also contain a key-by aggregation. For NM1,
we attribute this to the map operation containing only a light
computation, and thus, the overhead of serializing the tuples.

Summary. Overall, this experiment demonstrates the
scalability of NebulaStream, driven by its high resource
efficiency and its resulting performance advantage. Across
all queries, our engine can utilize additional resources more
efficiently, leveraging modern hardware.

C. Runtime Compute Caching

In this section, we investigate the impact of runtime
compute caching introduced in Section V-B2. First, we run
a microbenchmark to demonstrate the impact of different
cache replacement strategies and cache sizes on out-of-order
streams. Second, we select the best-performing combination
of replacement strategy and size to demonstrate the end-to-end
performance impact on stream queries.

Replacement strategy and size. In Figure 8, we com-
pare four common cache replacement strategies, FIFO, LRU,
Second Chance, and Two Queues [58], ranging from
simple (FIFO) to more complex algorithms (Two Queues). We
generate out-of-order data using the method of Grulich et al.
[59] and set the minimum and maximum delays to 1x and 500x
of the window size, respectively. Figure 8 shows the cache hits
and throughput over different percentages of out-of-orderness
for five different cache sizes. We calculate throughput by mea-
suring the time required to process one million slice accesses.

Results. As shown in Figure 8, the throughput reduces
when increasing the out-of-order percentage and/or the cache
size, while the cache hit rate increases for large cache sizes.
This behavior is expected, as a higher out-of-order percentage
results in more cache misses, thereby reducing throughput
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Fig. 9: End-to-End Benchmark Slice Cache Comparison.

due to cache entry replacement. Additionally, a larger cache
size results in more work per cache access, e.g., updating
counters for LRU or Second Chance. Furthermore, throughput
depends not only on the number of cache hits but also on the
complexity of the cache replacement algorithm. Across cache
replacement strategies, we observe larger differences in cache
hits and throughput for smaller ones. With fewer entries,
selecting a suitable replacement candidate is more crucial,
as a wrong decision has more significant consequences. For
caches with more than 10 entries, we observe no measurable
difference in cache hits across cache replacement strategies.

Guidance on Cache Parameters. Based on our analysis,
we recommend the second-chance replacement strategy, as
it is effective at keeping the current hot set of items in the
cache and simple enough to achieve high throughput. For the
cache size, we recommend 10 as a compromise between a
strong hit rate and a high throughput.

End-to-End Slice Cache. In this experiment, we investigate
the impact of our compute cache for slices on the end-to-
end query performance. We select a subset of the workloads
described in Section VI-A that includes different window sizes
and types, as well as various operators. For sliding windows,
we select LRB1 and LRB2 because the queries differ only in
state size. Further, we select SG1 and SG3 to compare the same
query for a global and a key-by window. For a tumbling win-
dow, we choose YSB, and finally, we choose NM8 to represent
a single join query. We set the cache size to 10 and employ the
second-chance replacement algorithm. Additionally, to mea-
sure the impact of our slice cache, we implement a replace-
ment algorithm that always returns a miss (no-hit cache). Fur-
thermore, we omit work-dealing, as it shows similar behavior
to work-stealing with a general smaller speedup across queries.

Results. Figure 9 compares the end-to-end throughput of
queries with and without compute caching. Overall, compute
caching significantly accelerates performance across all
queries, achieving a maximum speedup of 112×. The observed
speedup depends on the validity duration of cached values. In
our implementation, larger window sizes extend the validity
of cached slice pointers, leading to greater performance gains.
For example, LRB1, which uses larger windows than LRB2,
benefits more from caching, resulting in a speedup of 112×
compared to 24.4× for LRB2. We observe minimal differences
between global and key-by windows (SG1 vs. SG3), with key-
by showing a slight advantage, whereas compute caching still
achieves speedups of 2× and 3×, respectively. Furthermore,
compute caching also proves effective for tumbling windows
(YSB) and join queries (NM8), achieving speedups of 19.3×
and 5×, respectively. Further demonstrating its versatility
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Fig. 10: Scaling the number of concurrently running queries
in NebulaStream for different resource assignment strategies.
across diverse query types. Comparing our no-hit slice cache
to no slice cache, we observe a performance of 0.9× for
LRB1 and LRB2, 0.7× for SG1, 0.6× for SG3, and 0.8× for
NM8, and YSB. Thus, underscoring the importance of a good
cache replacement algorithm.

Summary. Overall, our runtime compute caching mecha-
nism significantly accelerates query performance by efficiently
reusing cached slice pointers, particularly for large window
sizes and diverse query types, achieving up to 112× speedup.

D. Multi-Query Scaling

In this section, we experimentally analyze how different
resource assignments, i.e., work-stealing and work-dealing,
affect multi-query performance for fixed (Section VI-D1) and
variable (Section VI-D2) ingestion rates. We use stateful and
stateless queries with work-dealing reflecting the resource
assignment of current mature SPEs, such as Flink, Storm,
or Spark. To compare them fairly, we implement both
approaches in our execution engine.

1) Fixed Ingestion Rates: In Figure 10, we compare the
performance of static work-dealing and work-stealing for
stateful and stateless queries with a fixed ingestion rate. For
both experiments, stateful and stateless, we run a query with a
negligible processing requirement on a synthetic data stream
with 32-byte records. The stateless query contains a single
filter with a selectivity of 0%, excluding any processing
overhead and being a read-only workload. The stateful
query contains a single average aggregation over a tumbling
window, minimizing processing overhead as much as possible
for a stateful query. Thus, the setup allows for comparing
the scheduling capabilities of work-dealing versus stealing.
For the work-dealing approach, each additional query creates
a dedicated processing queue. In contrast, the work-stealing
approach uses all available physical cores, i.e., 24 cores.
Since the stateless query behaves similarly to the stateful
query, we omit the stateless (filter) query.

Results. Figure 10 compares the average latency of static
work-dealing and work-stealing for a stateful and stateless
query with synthetic input data. For a small number of queries,
i.e., fewer than 24 (the number of physical cores), both
resource assignment strategies exhibit minimal latency in the
sub-millisecond range, with work-dealing having a smaller
latency than work-stealing. This behavior arises because work-
stealing threads require synchronization on the central task
queue, whereas work-dealing threads only operate on thread-
local structures. However, static work-dealing leads to in-
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Fig. 11: Load balancing multiple queries in NebulaStream for
different resource assignment strategies.

creased processing latency as the number of queries increases
(especially beyond 24). At the same time, work-stealing main-
tains an almost consistently low processing latency, even with
up to 256 concurrently running queries. As the number of pro-
cessing threads increases for each new query, once the number
of processing threads exceeds the number of physical cores
(24), the operating system must schedule threads on and off the
CPU. This scheduling results in expensive context switches,
which increase the processing latency for static resource
assignment. In contrast, our work-stealing approach does not
require any context switches because of the central task queue.

2) Fluctuating Ingestion Rates: In Figure 11, we compare
the performance of static work-dealing and work-stealing for
stateful and stateless queries with fluctuating ingestion rates.
For both experiments, stateful and stateless, we run the same
queries as described in Section VI-D1, but with different
ingestion rates. The support of these fluctuating workloads is
critical for SPEs, as the initial assumption on the data rate of a
stream might change over the lifetime of long-running queries.
To evaluate both resource assignment approaches, we run a
total of 32 queries with each stream fluctuating its ingestion
rate from 0 to 1 kTup/s. Note, Figure 11 shows on top the
cumulative ingestion rate for all queries (stays constant) as
well as the ingestion rates for the two classes of queries (offset
from each other). Since the stateless query behaves similarly
to the stateful query, we omit the stateless (filter) query.

Results. Figure 11 shows the latency of the two query
groups as well as the ingestion rate over an experiment
duration of 30 seconds. Work-stealing maintains nearly
constant processing latency throughout the experiment, in
stark contrast to the work-dealing approach. Additionally, it
reveals a clear correlation. As ingestion rates rise, processing
latency increases, particularly for work-dealing. Notably,
the latency spikes in work-dealing lag behind the ingestion
rate peaks, indicating that this approach adapts more slowly
to fluctuating workloads, catching up later. This delay
underscores the limited responsiveness of work-dealing to
dynamic changes in input load.

Summary. These experiments demonstrate that only
dynamic resource assignment efficiently handles fluctuating
ingestion rates. Its implicit load-balancing can achieve low
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Fig. 12: Stateless (NM1, NM2) and stateful (NM5, NM8)
queries on different hardware architectures.

processing latencies even for dynamic workloads at minimal
runtime cost. Our work-stealing execution engine can process
hundreds of queries without incurring significant processing
latency compared to the work-dealing approach. Furthermore,
resource allocation based on work-dealing is only beneficial
if the number of parallel queries is below the number of
physical cores, with the overall improvement being negligible.

E. Heterogeneous Hardware

Finally, we evaluate our engine across various hardware
architectures to determine whether we efficiently leverage het-
erogeneous hardware capabilities. Our testbed consists of a di-
verse set of devices, including two low-end ARM-based SoCs
(Pi and AGX) and two high-end server-grade devices equipped
with an i9 14900k (Intel) and a 7950x3D (AMD). For each
device, we run all queries of the Nexmark benchmark (Sec-
tion VI-A). Combined, all queries contain all common stream
processing operators: map, filter, aggregation, and join. We set
the parallelism to the number of physical cores of each device.

Results. Figure 12 shows the throughput of each query
on different hardware devices, with each device having more
computing resources from left to right. We observe a consistent
trend. Our engine outperforms Flink by roughly an order of
magnitude across common stream processing operators. One
interesting finding is that our engine’s performance on a low-
end device outperforms (NM1-5) or matches (NM8) Flink’s
on more powerful hardware across all architectures. Despite
space constraints preventing a detailed memory usage plot,
our measurements on the i9 show NebulaStream consumes
half the memory of Flink on average during query execution.

Summary. Overall, these results highlight
NebulaStream engine’s ability to leverage underlying
hardware resources efficiently for a wide range of different
architectures and devices, enabling heterogeneous efficient
stream processing.

F. Discussion

Overall, our evaluation shows that our task-based execution
engine outperforms state-of-the-art SPE across a wide range
of experiments. It leverages resources efficiently, resulting



in at least an order of magnitude better throughput than
state-of-the-art SPEs and showcasing performance similar
to that of highly specialized prototypes. Additionally, our
engine exhibits low latency (< 10µs) for multi-query scaling
across both fixed and fluctuating ingestion rates. Furthermore,
we demonstrated that our engine scales across a wide range
of heterogeneous hardware, from low-end (ARM SoC) to
high-end server-grade devices.

VII. RELATED WORK

Stream Processing Engines (SPE). The first generation of
streaming systems has built the foundation for today’s state-of-
the-art stream processing engines (SPEs) [60–65]. While it ex-
plores the design space of stream processing in general, state-
of-the-art systems focus on throughput and latency optimiza-
tions for high velocity data streams [1, 28, 29, 66–70]. Apache
Flink [1], Apache Spark [28], and Apache Storm [29] are
the most popular and mature open-source SPEs. They execute
queries by scaling-out on shared-nothing architectures to cope
with the growing data sizes and higher velocities. Another line
of research focuses on scaling-up the execution on a single ma-
chine. Scale-up prototypes in this category are Streambox [30],
Trill [31], Saber [32], LightSaber [21], and Grizzly [22]. Scale-
up approaches investigate a particular aspect in detail, e.g.,
query compilation in Grizzly [22] or tree-based aggregation
in LightSaber [21]. In contrast, we introduce a novel engine
architecture that integrates multiple scale-up approaches [9,
22, 41] into a unified framework and add new concepts to
maximize resource utilization, support concurrent queries, and
handle fluctuating workloads, across the cloud-edge.

Another research direction proposes SPEs for the
Edge/Internet of Things, such as DART [71, 72], and
Edgewise [73]. Both build their systems on top of an existing
processing engine, Apache Flume [74] for DART and Apache
Storm [75] for Edgewise. DART uses a dynamic dataflow
abstraction by leveraging distributed hash table-based peer-
to-peer overlay networks, which can automatically place,
chain, and scale stream operators to reduce query latency,
adapt to edge dynamics, and recover from failures. DART
uses the default Apache Flume scheduler, which runs each
source and sink in its own dedicated, long-lived thread. In
contrast, we have a set of threads that automatically pick up
work due to our work-stealing approach. Edgewise proposes
a novel congestion-aware scheduler for a fixed number of
worker threads, dealing work to a thread. For each work
assignment, the scheduler selects the operation or pipeline
with the most work to be done. In contrast, we do not have
an extra component to assign work to threads because our
work-stealing approach implicitly and dynamically generates
a schedule rather than relying on a dedicated work-dealer.

Efficient Query Processing. Traditionally, SPEs have
followed the classical volcano-style execution model, using
exchange operators for intra-query parallelism [76], which
parallelizes execution by repartitioning data into disjoint
shards for downstream operators. As a result, the downstream
operators are unaware of the parallelization strategy. Thus,

they cannot fully exploit the CPU processing capabilities
due to low data cache locality and synchronization overhead.
In contrast, our architecture employs a task-based execution
strategy [18] to achieve high data cache locality and eliminates
synchronization overhead. To this end, we present a classical
task-based execution model in this work to address the unique
requirements of SPEs, windowing, and out-of-order events.

Adaptive Query Processing. Adaptive query processing
is a well-studied field that aims to improve performance
by reacting to changes during query execution. Common
approaches change the order of operators [77–80] or perform
load-shedding [81] during large ingestion spikes. Each
approach relies on a dedicated component, i.e., Eddies [82]
in TelegraphCQ [77], to perform their task explicitly. In
contrast, we rely on our dynamic engine to automatically and
implicitly adapt query processing to changing characteristics.

Query Compilation. Query compilation for batch
processing has been extensively studied by Rao et al. [83],
Krikellas et al. [84], and Neumann et al. [26]. Furthermore,
query compilation has been applied in many data processing
systems [26, 84–90], as well as research work and
prototypes [26, 84, 86, 87], and commercial data processing
systems [85, 88–90, 90]. In our architecture, we utilize query
compilation and adapt it to the unique characteristics of stream
processing, e.g., order-sensitive operators and window char-
acteristics. In particular, we embed query compilation into the
engine of our end-to-end system, NebulaStream, and introduce
runtime compute caching to fully leverage modern devices.

VIII. CONCLUSION

In this paper, we introduced the dynamic, multi-query,
scale-up execution engine of NebulaStream, which extends a
work-stealing, task-based execution model to support unique
stream processing requirements, such as late-arriving or
out-of-order tuples. To this end, we proposed an order-aware
dataflow model that enables order-sensitive operators to handle
out-of-order records correctly. Furthermore, we provided a
holistic work-stealing-aware operator model that utilizes
query compilation, runtime compute caching, and efficient
state management to fully leverage hardware capabilities.
Our extensive evaluation showed that our engine outperforms
Apache Flink by up to 800×. This level of efficiency is
especially critical for low-end devices, where computational
resources are limited, and performance optimization directly
impacts usability and scalability, i.e., IoT [10, 11] With this
work, we demonstrated that creating a highly efficient stream
processing engine based on a work-stealing, task-based
execution model is both possible and worthwhile, thereby
laying the foundation for further research.
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